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Today's question
You own batteries, CHP units, photovoltaics, electric boilers, and a fleet of
flexible consumers/producers.
Four markets are open simultaneously.
What do you sell, when, and to whom — every quarter-hour?

What you really sell is not energy — it is flexibility: the right to push or pull a kilowatt
on command.
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Part 1 — The Problem
Assets, markets, and what "flexibility" means
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The flexible asset zoo
Asset What it does Flexibility levers

Battery storage shifts energy in time charge/discharge rate, SoC bounds

CHP co-produces power + heat on/off, minimal runing and resting times

Photovoltaic produces power from sun curtailment

Electric boiler converts power → heat demand timing

Consumption consumer no degrees of freedom

Each is a FlexAsset  subclass; each carries one Terminal .
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The portfolio, physically
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Why portfolio-level?
Assets don't operate in isolation — they share a grid connection, a counterparty, and
a balance responsibility, so their decisions compose into one unified portfolio.
Markets interact: capacity sold to FCR cannot also clear day-ahead.
Contracts bind across the day: an aFRR reservation at 08:00 conditions every later
decision.

Decomposing the problem per asset discards inter-asset constraints and arbitrage
opportunities; the portfolio is the natural optimisation scope.
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The Czech market zoo — spot
Market Operator Granularity Horizon Gate

Day-ahead OTE 15 min next 24 h D−1, 12:00

Intraday OTE 15 min continuous T−60 min

Spot = energy delivered. You sell or buy a quarter-hour at a clearing price.
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The Czech market zoo — balancing & SVR
Service Direction Granularity

FCR symmetric (±) 4 h block

aFRR+ / aFRR− up / down 4 h block

mFRR+ / mFRR− up / down 1 h, 4 h, daily blocks

Balancing energy up / down 15 min

SVR pay you to hold capacity. Activation is paid separately.
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Time scales — one picture
15 min   |  ▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒▒  |  Day-ahead / Intraday / Balancing (15')
4 h      |  ████████████ ████████████ ████████████ ████████████ ████████████ ███████  |  FCR, aFRR±, mFRR± (4h)
1 h      |  ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░ ░░   |  mFRR± (1h variant)
1 day    |  ████████████████████████████████████████████████████████████████████████  |  mFRR± (1D variant)

The optimiser's internal clock is 15 min.
Everything else is a block-aware view over that grid.
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What "flexibility" actually means
Each asset has a plan (Pdg) for every quarter-hour. Flexibility = the ability to deviate from
that plan, up or down.

                    ▲ UP-flex     deliver MORE than planned
                    │
     plan  ─────────┼──────────  baseline production                    │
                    │
                    ▼ DOWN-flex   deliver LESS than planned

Direction Achieved by

UP-flex increase production · OR · reduce consumption

DOWN-flex reduce production · OR · increase consumption

We can sell both per timestep, the one asset can produce only one type of flexibility at
time.
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The combinatorial wall
Decision variables per terminal:

5 services (plus side) + 5 services (minus side) → 10 flex variables for each timestep
1 flex variable for each block service for each block timestep
1 up/down binary ( z ) → 1 binary for each timestep for each exclusivity

asset-specific: SoC, on/off state, start/stop transitions...

A 24-hour problem with 10 terminals: 7452 variables (1152 binary) and 10770
constraints.

After presolve: rows 3610(-7160); columns 2614(-4838); nonzeros 51614(-49036)

Energy Portfolio Optimisation — Lessons Learned

Theta Energy · 2026 11



The goal of the engine
INPUTS                                                OUTPUTS
──────────────────────────┐          ┌────────────────────────────
   price forecasts ──────>│          │──────> 15-min dispatch
                          │   MILP   │         per asset
   load / PV forecasts ──>│  engine  │
                          │  (Pyomo  │──────> market commitments
   asset physics ────────>│   +      │         (DM / IDA / aFRR / …)
   (limits, SoC, …)       │  HiGHS)  │
                          │          │
   contracts ────────────>│          │
   (allocated obligations)└──────────┘

Maximise portfolio profit · subject to physics + operations + contracts + market rules.
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Part 2 — Pyomo & Implementation
A domain-faithful MILP in Python
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Why MILP?
Approach Why we passed

Pure LP Cannot express on/off, exclusivity, block capacity

Nonlinear optimisation Slower, stucks in local optima

MILP Expressive enough; provably optimal; mature solvers

Free solvers (HiGHS) close the gap with commercial ones for our problem size.
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Why Pyomo?
Pyomo = Python algebraic modelling language.

model.E_balance = pyo.Constraint(
    model.T,
    rule=lambda m, t: m.SoC[t+1] == m.SoC[t] + m.E_flex[t]
)

The mathematical formulation stays close to the domain.
Solver-agnostic: HiGHS today, Gurobi tomorrow, no rewrite.
First-class block abstraction → maps naturally onto our domain.

Pyomo is the glue between "domain code" and "what the solver sees".
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Build order is bottom-up
1. Build terminals       — variables: Pdg, P_flex_*, exclusivity binaries
2. Build constraints     — physics & operations on top of terminal vars
3. Build assets          — asset-specific physics (battery RTE, CHP coupling)
4. Build groups          — portfolio sums, allocated obligations
5. Build connecting nodes — Σ Pdg = 0 across topology
6. Build markets         — objective contributions referencing terminal vars
7. Build costs           — operating + start/stop terms
8. Sum into objective    — markets revenue − costs

Decision variables live on terminals. Everything else references them.
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What the solver sees
After build, Pyomo hands the solver a flat mathematical object:

​ ​ ​ ​

​

x
min

s.t.

c x⊤

Ax ≤ b

ℓ ≤ x ≤ u, x ​ ∈ {0, 1} for j ∈ Bj

— linear objective

— matrix of (in)equalities

No blocks, no terminals, no domain language — just  and which columns are
binary.

This object is handed to a solver — plugged in at solve time. Typically HiGHS.
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Part 3 — Linearisation Tricks
How nonlinear domain reality fits into a linear MILP
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The wall — and how we get over it
A MILP solver wants:

Linear objective
Linear equality and inequality constraints
Variables either continuous or binary

But our domain has:

Bilinear products ("can't buy and sell at the same time")
Piecewise behaviour (battery efficiency depends on direction)
Combinatorial structure (start/stop costs, min on/off, block capacity)

Tricks turn each of these into something MILP-shaped.
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Trick 1 — Mutual exclusivity (the problem)
              ┌──────────────┐
              │              │
       sell ──┤   Terminal   ├── buy
       (P+)   │              │   (P−)
              └──────────────┘

     "At any t, at most one of P+, P− is positive."

Same story for aFRR+/aFRR− and mFRR+/mFRR− on one asset.

The natural way to write it: a product equals zero — bilinear — not allowed in MILP.
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Trick 1 — Mutual exclusivity (the fix)
Introduce a binary indicator  — "is this terminal selling?"

              z[t] = 1                                  z[t] = 0
       ┌─────────────────────┐                ┌─────────────────────┐
       │                     │                │                     │
       │   P+  —————>  free  │                │   P+  ▷▷▷▷▷  ZERO   │
       │                     │                │                     │
       │   P−  ▷▷▷▷▷  ZERO   │                │   P−  —————>  free  │
       │                     │                │                     │
       │     "SELLING"       │                │     "BUYING"        │
       └─────────────────────┘                └─────────────────────┘
                                ▲
                                │
                        big-M inequalities:
                        P+ ≤ M·z    (M = 10⁶ kW)
                        P− ≤ M·(1−z)

One binary, two inequalities — and the bilinear product becomes a branch.
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Trick 1 — Generalised: cross-service exclusivity
       ┌───────────────────────────────────────────────────┐
       │                ASSET                              │
       │                                                   │
       │      ┌─────────────────────────────────────┐      │
       │      │       Terminal                      │      │
       │      │                                     │      │
       │      │   AFRR+  <——— z_AFRR ———>  AFRR−    │      │
       │      │                  X                  │      │
       │      │   MFRR+  <——— z_MFRR ———>  MFRR−    │      │
       │      │                                     │      │
       │      │   (one z per pair, per t)           │      │
       │      └─────────────────────────────────────┘      │
       └───────────────────────────────────────────────────┘

Asset-level exclusivity belongs on the terminal — not in the market.
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Trick 2 — Block-reserved products (the problem)
mFRR+ capacity must be constant across an entire 4-hour block:

t:         0   1   2   3   4   5   6   7   8   9  ... (15-min steps)
P_mfrr+:   ?   ?   ?   ?   ?   ?   ?   ?   ?   ?  ...
                                  must equal
                                  ↓
                       block 0:  P_b0 = P_b0 = ... (16 values, all equal)
                       block 1:  P_b1 = ... (16 values)

Naive formulation:  equality constraints + 96 timestep variables — 16× more
than needed.
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Trick 2 — Block-reserved products (the fix)
   Block-level decision variable                       One variable per 4h block
    ┌─────┐                                              ┌─────┐
    │ P₀  │                                              │ P₁  │
    └──┬──┘                                              └──┬──┘
       │                                                    │
       │  broadcast (Pyomo Expression — no extra var)       │
       ▼                                                    ▼
   ┌──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┬──┐    ┌──┬──┬──┐
   │P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│P₀│    │P₁│P₁│⋯ │
   └──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┴──┘    └──┴──┴──┘
   t₀ t₁ t₂ t₃ t₄ t₅ t₆ t₇ t₈ t₉ ⋯  ⋯  ⋯  ⋯  ⋯ t₁₅     t₁₆ t₁₇

   <──────── 4h block 0 (16 × 15') ─────────────────>    <── 4h block 1 ──>

1 variable per block, not 16 per block. Constancy is automatic, not enforced.
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Trick 2 — Broadcasting is a matrix multiplication
The broadcast  is a single linear map: 

​ =

T=96

​​ ​ ​

P ​t ​0

⋮
P ​t ​15

P ​t ​16

⋮
P ​t ​95

⋅

M = I ​ ⊗ 1 ​B 16

​ ​ ​ ​

1

⋮
1
0

⋮
0

0

⋮
0
1

⋮
0

⋯

⋯
⋯

⋯

0

⋮
0
0

⋮
1

​

B=6

​​ ​ ​

P ​b ​0

P ​b ​1

⋮
P ​b ​5

Structural, not constraint — constancy is baked into ; the solver never sees an equality
chain. Sparse (one non-zero per row); same pattern at any granularity (1h → , 1D → ).
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Trick 2 — Variants share one capacity pool
mFRR+ trades simultaneously at 1h, 4h, and daily granularities — but draws from one
capacity pool:

P ​[t] =MFRR+ ​P ​[t]
v∈{1h,4h,1D}

∑ MFRR+,v

t:            0     1     2     3     ...
P_1h(t):    [---block---][---block---][---block---]   (1 var per hour)
P_4h(t):    [-----------block-----------]             (1 var per 4h)
P_1D(t):    [============= block ===============]    (1 var per day)
            ───────────────────────────────────────
P_total:    Σ across all variants → bounded by capacity

Energy Portfolio Optimisation — Lessons Learned

Theta Energy · 2026 26



Trick 3 — Battery round-trip losses (the problem)
                  η(P)
                    
                    │
              1/η_d ┤              ━━━━━━━━━━━━━     ← discharging (P > 0)
                    │
                1.0 ┊ ─ ─ ─ ─ ─ ─ ┊ ─ ─ ─ ─ ─ ─    (ideal — lossless)
                    │
                η_c ┤━━━━━━━━━━━━━●                 ← charging (P < 0)
                    │              │
                    │              │  jump at P = 0
                    └──────────────┼──────────────  P
                                   0

The efficiency  is piecewise constant with a jump at the origin —
multiplying it by  in the SoC update gives a non-linear function the solver cannot ingest.
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Trick 3 — Battery round-trip losses (the fix)
                      ┌──────────────────────────────┐
                      │                              │
                      │           BATTERY            │
                      │                              │
                      └──┬────────────────────────┬──┘
                         ▼                        ▲
              P+ / η_d   │                        │   P− · η_c
                         │                        │
              (drawing more out                (storing less than
               than asset gives,                we drew in,
               η_d ≈ 0.95)                     η_c ≈ 0.95)
                         │                        │
                  ┌──────▼────┐            ┌──────▼────┐
                  │   P+ ≥ 0  │            │   P− ≥ 0  │
                  │ DISCHARGE │            │  CHARGE   │
                  └───────────┘            └───────────┘

                        ⨂  Trick 1 prevents both > 0  ⨂
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Trick 4 — Start/stop counts and min on/off (the
problem)
                         CHP UNIT
                  ┌───────────────────────┐
                  │                       │  
                  │   start/stop counts   │ 
                  │   min on time         │
                  │   min off time        │  
                  │                       │
                  └───────────────────────┘

Start-up costs fuel + stresses components → economically penalised
Once started, must run for ≥  steps → physically required

Once stopped, must stay off for ≥  steps

How to encode "incurred a start at " using only linear constraints?
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Trick 4 — Start/stop counts
       t:   0  1  2  3  4  5  6  7  8  9 10 11 12 13 14 15 16 17 18
            ─────────────────────────────────────────────────────────
 y[t]  on:        ┌──────────────────────────┐         ┌──────────
       off: ──────┘                          └─────────┘
                  ▲                                    ▲
                  │                                    │
       start[t]   ●                                    ●

Variables: y[t] ∈ {0,1}  — running at t; start[t] ∈ {0,1}  — turned on at t.

Condition forcing y : ε · y[t] ≤ P[t] ≤ M · y[t]  — when y[t]=0 , output is zero;
when y[t]=1 , output is at least ε  and at most M .

Linking start  to y : start[t] ≥ y[t] − y[t−1] , start[t] ≤ y[t] , start[t] ≤ 1 − 
y[t−1] .
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Trick 4 — Counting starts and stops (no stop
variable)
Number of starts — direct sum:

N ​ =start ​ start[t]
t

∑

Number of stops — derived from y  and start  by telescoping y[t] − y[t−1] :

y[t] − y[t − 1] = start[t] − stop[t] ⟹ ​ (start[t] −
t

∑ stop[t]) = y[T ] − y[0]

​N ​ = N ​ + y[0] − y[T ]stop start

The boundary term corrects the edge case where the unit is already running at  or still
running at  — every other start has a matching stop.
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Trick 4 — Sliding window: minimum run
Once started, force at least MIN_UP  consecutive on-steps:

​y[τ ] ≥
τ=t

∑

t+MIN_UP−1

MIN_UP ⋅ start[t]

       t:   0  1  2  3  4  5  6  7  8  9
          ┌──┬──┬──┬──┬──┬──┬──┬──┬──┬──┐
y[t]:     │0 │0 │1 │1 │1 │1 │? │? │? │? │
          └──┴──┴──┴──┴──┴──┴──┴──┴──┴──┘
                ↑ ← window MIN_UP = 4 →
          start[2]=1   Σ y[2..5] ≥ MIN_UP = 4

start[t] = 0  ⇒ RHS = 0, constraint trivial.
start[t] = 1  ⇒ all MIN_UP  steps starting at t  are forced to 1 (sum of MIN_UP

binaries ≥ MIN_UP ).
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Trick 4 — Sliding window: maximum run
Cap continuous on-runs at MAX_UP :

​y[τ ] ≤
τ=t

∑

t+MAX_UP

MAX_UP

       t:   0  1  2  3  4  5  6  7  8  9
          ┌──┬──┬──┬──┬──┬──┬──┬──┬──┬──┐
y[t]:     │1 │1 │1 │1 │1 │? │? │? │? │? │
          └──┴──┴──┴──┴──┴──┴──┴──┴──┴──┘
            ← window MAX_UP+1 = 5 →
            Σ y[0..4] ≤ MAX_UP = 4 ⇒ ≥ 1 step off

Enforced at every t  (rolling) — any MAX_UP+1  consecutive steps contain ≥ 1 off.

Rest-length constraints are analogous: replace y  with 1−y , and start[t]  with y[t−1] 
− y[t] .
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Tricks compose
Trick Technique Buys you

1. Mutual exclusivity binary indicator + big-M bilinearity → linearity

2. Block-reserved
products

block-indexed var + broadcast fewer vars, no equality chain

3. Battery RTE separate η on plus / minus side
piecewise → linear (needs
Trick 1)

4a. Start/stop counts
y  + start  linkage, derive N_stop  from

boundary
counts without a stop
variable

4b. Min/max on/off rolling-window inequalities on y  and start combinatorial → MILP-shaped

Each trick on its own is small. Together, they make the problem solvable.
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Part 4 — Demo and illustration
results
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Solve performance
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Schedule output — one day

One 2 MW battery, split quarter-hour by quarter-hour across spot energy and balancing reserves
— the same kilowatt is committed on several products at once.
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Schedule output — CHP unit

Same picture for a 1 MW CHP — note the red MFRR+ block mid-afternoon: a single block-level
decision broadcast across four quarter-hours (Trick 2).
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Schedule output — by market

Same 24 h, dual view — for each quarter-hour, what the portfolio sells (top) and buys (bottom)
per market. Capacity from all five physical asset terminals, re-aggregated by destination.
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Closing
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Lessons learned
1. The problem fits MILP — expressive enough for markets, physics, and contracts;

provably optimal.
2. Linearisation is craft, not magic — a small library of tricks (big-M, block-indexed

broadcasts, transition binaries, asymmetric efficiencies) covers most of the surface.
3. Pyomo is the right modelling tool — the formulation stays close to the math, and the

model is solver-agnostic.
4. HiGHS is enough — open-source MILP handles real portfolios in real time budgets.

Reach for Gurobi only when you need more speed.
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Thank you

Questions?

With thanks to my colleagues — David Coufal, Ctirad Matonoha, Marek Brabec,
David Hartman — for going through this project.

And to Claude (Anthropic) for help preparing these slides.
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